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Abstract
The operators of chemical technologies are frequently faced with the problem
of determining optimal interventions. Our aim is to develop data-driven models
by exploring the consequential relationships in the alarm and event-log database
of industrial systems. Our motivation is twofold: 1) to facilitate the work of the
operators by predicting future events and 2) analyse how consequent the event
series is. The core idea is that machine learning algorithms can learn sequences
of events by exploring connected events in databases. First, frequent sequence
mining applications are utilised to determine how the event sequences evolve
during the operation. Second, a sequence-to-sequence deep learning model is
proposed for their prediction. The long short-term memory unit-based model
(LSTM) is capable of evaluating rare operation situations and their consequential events. The performance of this methodology is presented with regard to
the analysis of the alarm and event-log database of an industrial delayed coker
unit.
Keywords: alarm management, data mining, data preprocessing, deep
learning, LSTM
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1. Introduction
In current modern and complex chemical production plants with an increasing number of interlinked process units, the process operators rely more and
more on automation systems to optimize production and extract important
5

control-related information. A crucial part of this control system is the alarm
and warning system, which alerts the operators in the event of any abnormalities. According to alarm management guidelines, a single malfunction in
the production process should generate a single and actionable alarm message,
however, due to poor alarm management practices, faults often result in long
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sequences of alarms and eventually suboptimal control of the system [1]. As
for highly complex event series, the task of the operators is to interpret the
load of alarms, identify problematic situations, determine the true root cause
of such events, qualify the effect of possible interventions and interact with the
process. Early intervention can minimize any losses resulting from malfunctions
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[2]. Therefore, the forecast of discrete events is crucial as far as the handling of
critical situations is concerned [3]. The performance of the proposed data-driven
models and goal-oriented preprocessing of datasets is presented in terms of the
analysis of the alarm and event-log database of an industrial delayed coker unit.
In the present paper, the tasks and possibilities related to the analysis of in-
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dustrial alarm and event-log databases to assist in the work of the operators and
identify operational practices and patterns are defined. First of all, by analysing
alarm patterns that occur, the spillover effect of malfunctions can be revealed
and the hierarchical origin of alarm messages helps to determine the problematic parts of the system that facilitate the spillover effect of a malfunction [4].
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On the other hand, analysis of the operator actions enables frequently applied
operation strategies to be explored and the consistency of the work of the operators to be determined - which in turn supports the definition of automation
logics [5]. Finally, the simultaneous analysis of alarms and operator actions
supports the exploration of the causal relationship between them in both ways:
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as the number of alarm messages is usually significantly higher than the number

2

of operator actions, it can be determined what kind of alarm messages require
operator interactions and how the chosen action can be predicted, moreover,
what the effect of the selected operator action on the alarm messages is. Two
different approaches are proposed, namely frequent sequence mining and deep
35

learning, for the exploration of these operational patterns and quantification of
consequential relationships.

2. Motivation & contributions
The motivation of our methodology is based on the assumption that predictable alarms do not contain any novel information, so the state of the process
40

can already be characterized based on the previously registered signals and this
information is sufficient to determine what operator actions are required in the
given situation. Therefore, what is needed in the operation to facilitate the
work of the operators are models that can extract useful information from past
sequences of events and support the prediction of future states of the technology.
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As can be seen in the literature the method of sequence learning is a wellresearched and widespread technique in the data mining and machine learning
communities. Furthermore, the formulation of alarm management as a learning
problem is also not new, the publications of Shah and Chen et al. (e.g. [6]) and
Zhao et al. (e.g. [7]) provide a detailed picture of the existing approaches from
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the past decades. However, according to our knowledge, this is the very first article that connected these approaches and applied a deep learning model for the
learning of operational event sequences to solve industrial alarm management
problems and explore the potential of such techniques. Moreover, special emphasis on the goal-oriented preprocessing of the alarm and event-log databases
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for different analysis purposes is given as well.
Based on this, the contributions of the present paper are the following:
• The presented goal-oriented clearing and restructuring of industrial alarm
and event-log databases are suitable for the application of advanced data
mining and machine learning techniques. Since only operational segments
3
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are of interest when the operators interact during the process, meaningful
events are extracted and event sequences defined that contain them for
further analysis. This contribution is presented in Section 4.1.
• Following the description of the applied frequent sequence mining algorithms (Section 4.2), the probabilistic interpretation of the sequences is
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presented in depth in Section 4.3.
• In Section 5.1 a novel methodology to predict events is proposed based
on the frequent sequences that occur during production together with a
novel network-based visualisation technique.
• A sequence-to-sequence deep learning model for the prediction of oper-
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ational events is proposed. Given that the performance of such prediction models can only be evaluated in light of their possible application,
novel set-based similarity and edit distance-based performance metrics
have been defined. These contributions are presented in Section 5.2.
The listed contributions were made following the review of the literature
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in Section 3. Afterwards, as a proof of concept of the described methodology,
evaluation of its effectiveness in terms of the analysis of the alarm and eventlog database of an industrial delayed coker unit was conducted. The cleaning
process, distribution of the events in the cleaned database and the resultant sequences are described in Section 6.1. Since the future construction of a decision
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support or automation solution is explicitly of interest, the frequent sequences
that start with alarm messages were analysed that end up with operator actions in Section 6.2. The result of this frequent sequence mining-based analysis
showed that the operator interventions can hardly be linked to the antecedent
alarm messages. Finally, how the frequent sequences and sequence-to-sequence

85

deep learning models can be applied for the prediction of future events is discussed in Sections 6.3 and 6.4, respectively.
The steps of the methodology are presented in Figure 4. First, the alarm
and event-log database is cleared and restructured and the definition of event

4

sequences for further analysis is determined. For the analysis of frequently oc90

curring operational sequences, frequent sequence mining-based applications are
utilized. In the final step, a deep learning-based sequence-to-sequence prediction model is described and its performance evaluated in light of the results of
the frequent sequence mining algorithms.

Figure 1: The workflow of learning statistically significant operational sequences from the
alarm and event-log database of chemical production sites.

To stimulate further research, the resultant MATLAB and Python codes
95

of the proposed clearing, sequence mining and deep learning algorithms are
publicly available on the website of the authors (www.abonyilab.com).

3. Related Work and Background
As the information inefficiency of the occurring alarms significantly overload
the operators and reduce operator effectiveness [8], several, mainly conventional
100

techniques, have been utilised to reduce the number of alarms, like alarm limit
deadbands [9], delay-timers [10] and filtering [11]. In the case of more advanced
techniques, due to the high number of interacting components at modern and
complex production sites, it is accepted that the generation of redundant and
co-occurring alarms is almost inevitable [12] and our aim is to detect and group
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these redundant signals to reduce the information noise. However, the industrial
alarm and event-log databases support the detection of such operational rules.
As Hu et al. [13] and Dorgo et al. [5] highlighted in their previous works,
longer sequences of industrial alarm messages cannot be handled and analysed
by themselves since the periodic interactions made by the operators constantly
5
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change the underlying processes and thus the evaluation path of the alarm
messages. However, these human factors may still quantify the effectiveness of
alarm management systems [14].
Several studies can be found in the literature that discusses the detection
of frequently occurring patterns in alarm data [6, 15, 16, 17, 18, 19, 20]. Even
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though, the works [16, 17, 18, 19] only focus on the alarm data of telecommunication networks, the present study explicitly focuses on the alarm data of
industrial-scale chemical processes as found in [20, 6]. Lai and Chen focus on the
mining of alarm flood datasets [15]. Moreover, only the works of [15, 17, 18, 19]
seek to identify sequential patterns, the works [16] and [20] search for correlated
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alarm tags, while Hu et al. only generate itemset patterns, where orders and
correlations are not taken into consideration [6]. Formerly, a solution to the
mining of multi-temporal sequential alarm patterns was published [21] and this
algorithm improved in [4], which is able to generate frequently occurring patterns in large temporal event databases and determine not just the sequential
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order of the events inside a sequence but their temporal relationship as well.
Even though, recurrent neural networks (RNN) are capable of learning the
probability distribution of a sequence using their internal states, long-term dependencies significantly hinder the training of a traditional RNN [22]. Long
Short-Term Memory (LSTM) units were explicitly designed to learn long-range
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dependencies over sequences [23]. In the present study, our aim is to draw up a
sequence-to-sequence prediction model. In order to ensure our model is capable
of handling input and output sequences of different lengths without knowing
the distribution of sequence length or the relationship between the length of the
input and output sequences prior to the analysis, the most advanced sequence-

135

to-sequence deep learning neural network structure suitable for our concept was
selected [24]. The basic structure of the proposed model was presented in [25].
The prediction of discrete events and especially alarms is a highly researched
topic in the chemical industry. Without any claim of completeness, Zhu et al.
[26] proposed a dynamic alarm prediction methodology using an n-gram model.
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Lai et al. introduced a pattern matching-based alarm flood prediction method6

ology [27]. In our previous works, how individual events can be predicted using
frequent pattern mining and Bayesian probabilistic measures was discussed [21]
and the basic principles of sequence-to-sequence deep learning structures were
introduced that are explained and elaborated on in detail in the present article
145

[25].
This paper is an extension of our previous conference publication [25] with
an analysis of the possibilities of event prediction on real industrial datasets,
comparing the performance of the frequent sequence mining and deep learning algorithms for event prediction together with the introduction of a novel

150

visualisation technique for frequent sequence-based event prediction and novel
performance metrics for the evaluation of sequence-to-sequence deep learning
models.

4. Operational sequences of alarm and event-log databases
In the present section, first, the definition of the analysed events and their
155

organisation into event traces are presented in Section 4.1. Then the definitions and terminology of frequent sequence mining are provided in Section 4.2.
The section concludes with a description of the probabilistic interpretation of
frequent sequences in Section 4.3.
4.1. Determination of operational sequences

160

The alarms and operator actions recorded in the alarm and event-log database
of chemical technologies can be treated as states of the technology. Theoretically, each state (denoted by s) is either an alarm message or an operator action
from the sets of A = {a1 , a2 , ..., am } alarm messages and O = {o1 , o2 , ..., on }
operator actions. The time interval in which the given state occurs in the tech-
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nology is referred to as an event denoted by ei and represented by a triplet
< s, sti , eti >, where sti denotes the start and eti the end time of the event,
moreover, the state of the technology is either represented by an alarm message or operator action (s ∈ S = {A, O}). It should be highlighted that each

7

state can occur in multiple events. Given that nowadays alarm management
170

systems do not assume that each alarm should be actionable, a methodology
for the reconstruction of alarm messages and operator actions of alarm and
event-log databases is briefly introduced focusing on the primary goal of the
present study, namely to reveal the causal connections between alarm messages
(or certain situations represented by alarm sequences) and the operator actions
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applied.
Fundamentally contrary to the assumption that each alarm should be actionable, the number of operator actions in the preprocessed alarm and event-log
database is still significantly less than the number of alarm messages. As the
main concern of our investigation is to reveal the antecedent alarm messages
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that lead to specific operator actions, the notion of event sequences is defined,
namely the segments of operational periods when the operators interact with
the process. A schematic representation of the definition of event sequences is
presented in Figure 2.

Figure 2: The segmentation of alarm and event-log databases for determining the causality
between alarm messages and operator actions. Time is represented by the horizontal axis,
while the operator actions and alarm messages are illustrated by the yellow and blue bars,
respectively.

The horizontal axis represents the time, while the yellow and blue bars de185

note the operator actions and alarm messages, respectively. The horizontal
8

length of the bars is proportional to the temporal length of the events: the
duration of alarm messages can be lengthy, while operator interventions are instantaneous. The core idea of the segmentation process is based on the cognitive
model of the operators. Operator actions that follow on from each other more
190

closely than a defined operator action series window (dwo ) are assumed to be
conducted based on the same intuition of the operator and are grouped into
an operator action series. This close aggregation of operator actions facilitates
the analysis of antecedent events of operator decisions. Since the determination of what alarms lead to certain types of operator interactions is desirable,
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a sequence window was defined before (dwab ) and after (dwaa ) the operator
action traces based on the time constant of the processes. Only the alarms
that start before the operator action series in the dwab time window and end
after the start of the operator action series in the time window dwaa are taken
into consideration in the subsequent part of the analysis. Therefore, any alarm
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message that did not require operator interactions is deleted from the database
in a similar fashion to the alarm message marked by the top horizontal blue
bar in Figure 2. Therefore, a sequence is a chronologically ordered list of states
Φ := s1 ⇒ s2 ⇒ ... ⇒ sn and consists of the alarms that anticipate the operator action series (and those that end after them) and the operator action
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series itself. The sequence window should cover the time needed for a fault to
develop and trigger the related alarm messages in order to see the co-occurring
relationship with the consequential operator actions.
Using the described method, the industrial alarm and event-log database
is segmented into sequences. An exemplary sequence database is presented in
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Table 1 with four sequences and the related sequence IDs (SIDs). The generated
sequence database is applied for the determination of frequent sequences as well
as closed maximal sequences and for the mining of sequential rules.
4.2. Mining frequent sequences from the alarm and action sequences
In the following, the applied sequence mining-related definitions are ex-
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plained using simple didactic examples to facilitate understanding and the def9

Table 1: Exemplary sequences of alarm messages and operator actions

SID

States of the seq.

1

a1 ⇒ a2 ⇒ a4 ⇒ o1 ⇒ o2

2

a1 ⇒ a2 ⇒ o1

3

a2 ⇒ a3 ⇒ o3

4

a5 ⇒ o1

5

a1 ⇒ a2 ⇒ a4

6

a1 ⇒ a2 ⇒ a4 ⇒ o1

inition of the problem.
A sequence ΦA := sA,1 ⇒ sA,2 ⇒ ... ⇒ sA,n is said to occur in another
sequence ΦB := sB,1 ⇒ sB,2 ⇒ ... ⇒ sB,m if the states of ΦA are found in
the same order of occurrence in the sequence ΦB , however, they do not have
220

to follow each other in strictly consecutive fashion (denoted as ΦA v ΦB ). In
the present context, frequently occurring operational patterns represented by
alarm messages and operator actions within longer sequences are sought after.
However, it is necessary to quantify the frequency of an operational sequence and
for this purpose, the support of a sequence is defined, which is a measure scaled
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between 0 and 1 that characterises the frequency of certain alarm messages
and describes how frequently operator actions are applied during production.
Therefore, the support of a sequence ΦA is defined as the number of sequences
where the given sequence occurs (ΦA v Φ) divided by the total number of
sequences in the analysed database and is denoted by support(ΦA ). As a result,
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a sequence Φ is said to be frequent if support(Φ) ≥ minSupp, where minSupp
is a predefined threshold set by the user. The aim of frequent sequence mining
is to identify all the frequent sequences in the analysed database.
A sequence ΦA is referred to as closed if no other sequence ΦB is present
such that ΦA v ΦB and their supports are equal. A sequence ΦA is maximal if
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it is not strictly included in another closed sequence (ΦA v ΦB ). The maximal
closed sequence can concisely represent longer operational sequences and any

10

subsequent sequences are frequent as well.
Consider the exemplary sequences presented in Table 1 when minSupp = 0.5
(therefore, a frequent sequence has to be present in at least three out of six
240

sequences from the sequence database in Table 1). The frequent sequences are
presented in Table 2 together with an assigned frequent sequence ID (FSID).
The sequences a2 and o1 are closed sequences (they are not present in any other
sequences with the same support values), while the sequences a1 ⇒ a2 ⇒ o1
and a1 ⇒ a2 ⇒ a4 are closed maximal sequences.
Table 2: Frequent sequences generated from the exemplary sequences of Table 1
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FSID

Sequence

Support

1

a1

2/3

2

a2

5/6

3

a4

1/2

4

o1

2/3

5

a1 ⇒ a2

2/3

6

a1 ⇒ a2 ⇒ o1

1/2

7

a1 ⇒ a2 ⇒ a4

1/2

A sequence consisting of k + 1 states is referred to as a k-length sequence
(the number of transitions between states is k), or a k + 1-state sequence (the
number of states is k + 1) and is denoted by Φk .
According to this, for:
• k = 0-length patterns, where Φ0 := s0 , s0  S (this trivial pattern with
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only one state, e.g. ”high column top temperature” is referred to as a
degenerated sequence)
• k = 1-length pattern is formulated as Φ1 := (Φ0 ⇒ s1 ) := (s0 ⇒ s1 )
• In general a sequence where k ≥ 2 in length is formulated as Φk :=
(Φk−1 ⇒ sk ) := (s0 ⇒ s1 ⇒ s2 ⇒ ... ⇒ sk ).

11
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Therefore, the states of the technology are represented by the alarm messages
and operator actions as S = {A, O} and these events that occur are organised
into sequences as described previously in Section 4.1. Our aim is to extract
useful information from these sequences in the form of frequently occurring
sequences and closed maximal sequences.
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In the present paper, the frequent sequences were determined by the CMSPAM algorithm [28], while the closed maximal sequences were mined by the
VMSP algorithm [29]. Both algorithms apply the vertical database format,
which provides the advantage of generating patterns without performing costly
database scans and allows algorithms to perform better on datasets having long
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sequences. Moreover, the algorithms utilise a compact data structure to store
the item co-occurrence information, named the Co-occurrence MAP (CMAP)
and by this effectively prune a large number of candidates and generates the
resultant frequent sequences. We have tried to apply the most suitable algorithms for the mining of the sequence database, however, the applied algorithm
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does not influence the found sequences, only the speed and effectiveness differs
at the different algorithms.
4.3. Probabilistic measures of sequential rule mining
Lengthier causal rules can be defined if the number of occurrences of different
states is not independent, therefore, the probability of the occurrence of the Φk
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sequence P (Φk ) := P (s0 ⇒ s1 ⇒ s2 ⇒ ... ⇒ sk ) can be calculated by the chain
rule as follows:

P (Φk ) = P (s1 |s0 ) × P (s2 |s0 ⇒ s1 ) × ... × P (sk |s0 ⇒ s1 ⇒ s2 ⇒ ... ⇒ sk−1 ) (1)
Therefore, according to the chain rule the probability of the occurrence of a
k-length sequence can be calculated from the probability of the occurrence of the
sequence that is one state shorter, namely the k − 1-length sequence, should the
280

P (sk |Φk−1 ) conditional probability be known (where Φk−1 is the sub-pattern of
Φk which can be unfolded as Φk−1 ⇒ sk ):
12

P (sk |Φk−1 ) =

P (Φk )
supp(Φk )
=
P (Φk−1 )
supp(Φk−1 )

(2)

It should be noted that this probability reflects how confident the next state
of the sequence is knowing the previous k − 1 state. Therefore, a confidence
measure can be defined:

conf (Φk ) =





supp(Φk )
supp(Φk−1 )

× conf (Φk−1 )


1
285

Φk>0

(3)

Φk=0

As a result, two important probability measures have been defined, both
of them scaled between 0 and 1. While the support measures the frequency
of the occurrence of a sequence of alarm messages and operator actions, the
confidence describes how reliable the given sequential rule is. It is important
to highlight that conf (Φk ) describes the confidence of the sequence Φk , while
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the confidence of the transition between states or longer sequences is denoted
as conf (Φk−1 ⇒ sk ) = P (sk |Φk−1 ) and thus the two quantities are not equal.
Similarly, the confidence of transition between longer sequences can be interpreted as well. A sequence Φk can be divided into an antecedent and a
consequential part as Φk = Φ0 ⇒ Φ00 , where Φ0 and Φ00 are the sequential sub-
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patterns of Φk . The confidence of the transition between the antecedent (first
part of the temporal sequence, Φ0 ) and consequent sequences (second part of
the temporal sequence, Φ00 ) can be expressed mathematically as conf (Φ0 ⇒ Φ00 )
and is basically the proportion of Φ0 sequential rules that continues as described
in Φ00 .
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5. Prediction of future operational sequences
It is supposed that the Φ0 sequence of events (present and past alarm messages as well as operator actions) defines the state of the process and it is
assumed that based on this information the sequence of future events Φ0 ⇒ Φ00
can be predicted. Therefore, Φ00 = f (Φ0 ) models that efficiently handle this

13
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sequence-to-sequence modeling problem are sought after. First, it is shown how
frequent sequences assist in the construction of such models (Section 5.1) and
then a deep learning-based sequence-to-sequence learning model is proposed
(Section 5.2).
5.1. Prediction using frequent operational sequences
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The core concept of our work is that the state of a chemical technology can
be represented by the previously registered events (alarm messages and operator actions) and this information is sufficient to predict future scenarios of the
operation or recommend operator interactions to optimally control production.
For example, given the presence of a k-length event sequence in our tech-
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nology (Φk ), it is possible to compare it with the previously generated frequent
sequences and search for the frequent sequences that contain the occurred events
(Φk v ΦF SID , where the frequent sequence is identified by its frequent sequence
ID). From the frequent sequences identified the one with the highest confidence
describes the most probable state of the process. Then the basis of the predic-
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tion is to split the frequent sequence into an antecedent part that contains the
past events (the events in Φk ) and a consequential part, as ΦF SID = Φ0 ⇒ Φ00 .
The probability of the occurrence of the predicted future state is provided by the
conf (Φ0 ⇒ Φ00 ) confidence. Therefore, it is possible to make a prediction based
solely on the frequent sequences, in other words, based on the frequently occur-
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ring sequences it is possible to predict the future sequences with a relatively high
level of confidence. This ”disadvantage” of the method can be considered as an
advantage since the analysis of the frequent sequences provides information on
the predictability of the event sequence and consistency of the operation.
Following this concept, the network presented in Figure 3 provides a nice
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overview of the information revealed from the frequent sequences. The nodes
represent the frequent sequences of Table 2 in the form of their FSID, while the
directed edges show the possible continuation of the sequences. Therefore, for
example, the sequence with FSID 1 (a1 ) can continue with an a2 state forming
the sequence with FSID 5 (a1 ⇒ a2 ). Here, the alarm sequence can either end
14
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in an operator action that forms the sequence FSID 6 (a1 ⇒ a2 ⇒ o1 ) or if the
operators do not interact in the process, alarm a4 might sound and the sequence
FSID 7 will be formed (a1 ⇒ a2 ⇒ a4 ). The confidence of transition between
the related sequences can be assigned to the edges of the network to show how
confident certain scenarios are.

Figure 3: The network of the frequent sequences of Table 2. The nodes represent a frequently
occurring operational sequence according to its frequent sequence ID (FSID), while the directed edges show the possible continuation of the sequence. This representation provides
an easily interpretable visualisation for the analysis of the frequently occurring operational
pathways.
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This representation shows how the online prediction process using frequent
sequences can be conducted. The incoming events form a sequence which represents the current state of the technology. However, this sequence most probably
does not form a frequent sequence, the most similar frequent sequence, which
contains at least a part of the sequence of incoming events in the same order,
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can usually be identified and used to determine the future operational pathway
15

with the highest confidence. Therefore, by assuming a similar network to that
in Figure 3, first which node represents the present state of the process most accurately can be determined and then the future path identified with the highest
confidence.
350

Even though this process can be applied with a satisfactory level of prediction
accuracy in many cases, operational situations exist which have not occurred
previously in the past or can be considered as a mixture of previous sequences.
The sequence-to-sequence deep learning models aim to reveal such connections
between the sequences that occur. In the following, how such a deep learning
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model can be constructed and applied to predict future operational sequences
is described.
5.2. Encoder-decoder deep recurrent neural network-based sequence prediction
The most advanced approach to sequence-to-sequence learning is based on
deep-learning neural networks. The construction and application of this recur-
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rent neural network-based model are not trivial, so in the following the proposed
goal-oriented model structure is introduced (depicted in Figure 4).
The input of the model: Figure 4 highlights the structure of the input
sequences. Firstly, an end-of-sequence (EOS) tag is appended to the sequence to
indicate the end of the event series. Secondly, in order to ensure fixed sequence
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lengths (which is required by the model), the sequences have been extended to
the length of the longest sequence by adding padding symbols (PAD) after the
EOS tag. Both the EOS and PAD tags are simply added to the end of the
sequences and handled similarly as the alarm messages and operator actions in
the subsequent steps. Finally, the order of the events in the input sequence is
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reversed, since Sutskever et al. [24] determined that the prediction accuracy
significantly improves when the beginning of the input sequence is ”closer” to
the beginning of the predicted sequence.
Embedding layer: Even though, the structure of the sequence of input
events is described, the sequence of symbols still needs to be transformed into
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mathematically manageable vectors. Therefore, the symbols of the events are
16

Figure 4: A schematic illustration of the proposed methodology. The encoder maps the input
sequence into a fixed length vector representation. Using this vector as the initial state the
decoder layer determines the next event with the highest level of probability according to the
argmax function of the dense layer. The StOS tag marks the start of a sequence, the EOS tag
indicates the end of a sequence, while the PAD symbol is added to the sequences to maintain
equal sequence length.

encoded as one-hot encoded vectors, oht and a binary vector of length nd , where
only one bit related to the encoded symbol is fired and nd is the number of
one-hot encoded symbols. A detailed explanation and visualisation of the onehot encoding process can be found in [30]. The embedding layer undergoes a
380

xt = Wemb oht linear transformation, which maps the one-hot encoded vectors
into a lower (ne ) dimension of continuous values. Note that in Figure 4 the
embedded forms of the EOS and PAD symbols are denoted by the symbols
EOS’ and PAD’, respectively.
Encoder and decoder layers: First, the encoder LSTM layer processes
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the input sequence, but instead of calculating output values, it maps the embedded input sequence into its internal states. These internal variables of the
encoder layer represent the current state of the technology and are used to
condition the LSTM units of the decoder layer, which means the transfer of
information about what has happened previously in the process and what kind
17
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of prediction the decoder layer should generate. The decoder layer is designed
to predict the next event of the predicted sequence iteratively, always applying
the previously predicted event as the input for the prediction of the next state,
so the procedure is repeated until an EOS signal is predicted or the maximum
sequence length achieved.
Dense layer: After the decoder layer maps the input event x̂t̂ into a vector
h
i
of real values ĥt̂ represented as ĥt̂ = ĥ1 , . . . , ĥt̂nU , these values are used to calculate the probabilities of occurrence of the events using the softmax activation
function of the dense layer in Figure 4,


exp (ĥt̂ )T ws,j + bj
P (êt̂+1 |x̂t̂ ) = P (êt̂+1 |ĥt̂ ) = nd


P
exp (ĥt̂ )T ws,j + bj

(4)

j=1
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where ws,j represents the j-th column vector of the weight matrix of the output
dense layer of the network Ws , and bj represents the degree of bias.
Training: The defined operational sequences are applied to train the deep
learning model. In order to train the model, the input data of both the encoder
and decoder layers must be encoded in the form of the one-hot vector. The input
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dataset of the decoder layer is the one-hot vectorized form of the sequences that
are to be predicted. Similarly, the target data of the decoder layer is also
identical to the decoder input data, but is shifted by one timestep since our aim
is to predict the event et+1 from the event et . This training approach, when the
expected future output from the training dataset during the current timestep is
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applied as the input in the next timestep rather than as the predicted output
generated by the model, is referred to as teacher forcing [31]. By using this
technique, all of the layers (the two embedding, the encoder, the decoder and
the dense layers) are trained simultaneously.
Prediction: Prior to the prediction, it is necessary to encode the sequence
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that defines the state of the technology in terms of the internal state vector
using the encoder layer. Then, the internal states of the encoder network are
transferred to the decoder layer. The prediction starts with the start-of-sequence
symbol (marked as StOS in Figure 4). The layer generates a prediction of the
18

next event which will be reintroduced into the input of the decoder layer and
415

applied as the input in the next time step. The generated events are always
appended to the predicted target sequence. This prediction process is repeated
until the layer generates the end-of-sequence symbol or reaches the previously
set limit of the length of the predicted target sequence.
Evaluation: The evaluation of the model should be related to its intended
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application. Since our focus is on the development of a recommendation (or automation) system and, hence, the construction of an accurate prediction model,
three performance metrics have been identified. First of all, P1 has been identified as the percentage of sequences that include at least one well-predicted
event. For mathematical formulation, Φn is the nth operational sequence in the
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database that we aim to predict, while Φ̂n is our prediction. N is the number of
sequences in the analysed database, the cardinality of a set is marked with | ∗ |,
while the common elements in two sequences are marked as their intersection.
Therefore, P1 is expressed as follows:
PN
P1 =

n=1 (|Φ

n

∩ Φ̂n | ≥ 1)
N

(5)

Second, P% is a set-based similarity measure which describes the well-predicted
430

events as a percentage of the length of the target sequence, has been defined.
The events do not have to be in the order of occurrence, P% measures how
accurately the type of events are predicted.
PN
P% =

n=1

|Φn ∩Φ̂n |
|Φn |

N

(6)

Finally, PED was proposed, which is an edit distance-based similarity metric
that provides the edit distance between the true (target) and predicted sequence
435

as a percentage of the length of the longer sequence among them. The edit distance yields the minimum number of elements that must be inserted or skipped
in the compared sequences in order to be identical. The edit distance of two
sequences is marked with ED, and Equation 7 mathematically describes the

19

PED edit distance-based similarity metric.
PN
PED =

n=1

ED(Φn , Φ̂n )
N

20

(7)
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6. Results
The performance of the proposed methods is presented in terms of the analysis of the alarm and event-log database of an industrial delayed coker unit
located in the Danube Refinery of the MOL Group [4]. The process flow diagram of the analysed technology can be seen in Figure 5.

Figure 5: The process flow diagram of the analysed industrial delayed coker unit. The plant
is divided into two main parts: one for the production of coke and the other for its separation.
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Although all the tag names and identifiers are masked due to confidentiality, the hierarchical structure of the analysed process in the generation of the
identifiers has been included. The structure of the tags is depicted in Figure 6.
The last four digits of every tag indicate the sensor or actuator where the given
signal was recorded. Each of these sensors/actuators can be clearly assigned to
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a unit, which is indicated by the middle three digits of the tag, and each of these
units can be assigned to a production unit in the technology, which is indicated
by the first two digits. The hierarchical structure of a chemical technology and
its role in alarm management was discussed in depth in [4]. To easily distinguish
between the alarm messages and operator actions, the first digit of every tag is
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optional: it is one if the related tag is an alarm message and does not exist if
it is an operator action. For example, the tag shown in Figure 6 is an alarm
message (the alarm flag is 1) that occurred in production unit number 9, more
specifically in unit number 491 on sensor/actuator 10.
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Figure 6: The structure of the applied tags. The last four digits indicate which sensor/actuator, and the middle three and anticipating two digits represent the related units and production
unit, respectively. The first digit of every tag is optional: it only exists and is set as one if the
tag is an alarm message.

Preprocessing of the datasets and analysis of the results were conducted in
460

MATLAB. The frequent sequences [28] and maximal frequent sequences [29]
were generated by the algorithms of the SPMF Java open-source data mining
library. The deep neural network was built and trained with Keras in Python
using TensorFlow backend with an Nvidia GeForce GTX 1060 6GB GPU and
the application of CUDA.
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In the present section, first, the preprocessing of the analysed datasets and
the definition of operational sequences are presented in Section 6.1. This is
followed by the analysis of the frequent operational sequences which start with
alarm messages and end with an operator interaction in order to determine how
consistent the operator actions are based on the alarm messages (Section 6.2).
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Finally, how the frequent sequences and sequence-to-sequence deep learning
models can be applied for event prediction is presented in Sections 6.3 and 6.4,
respectively.
6.1. Exploratory data analysis for the cleaning and restructuring of the alarm
and event-log database
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Before the application of advanced analysis techniques, it is necessary to
define the events and clean the analysed datasets thoughtfully. In support of
the definition of the applied parameters for this process, the following selected
parts of the exploratory data analysis are presented. The ratio of alarm messages
to operator actions after each clearing or merging step is presented in Figure 7.
22
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The numbers are normalized according to the original number of events in the
database (in the absence of the suppressed and shelved alarm messages).
First of all, only the alarm messages and operator actions of the alarm and
event-log database are analysed. As can be seen in Figure 7, the number of
alarm messages is significantly higher than the number of operator actions,
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therefore, the fundamental concept of alarm management philosophy, that each
alarm should be actionable, is not fulfilled.
Both in the case of alarm messages and operator actions, repeated events of
the same type are present. In the case of alarm messages, this is mainly due to
badly configured alarm levels, which cause alarm messages of the same type to
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frequently sound and clear out with short breaks between them. These alarms
are the so-called chattering alarms [1]. Similarly, the operators can change the
setpoint of different control units during multiple steps over a short time just
to reach the final setpoint value. In order to avoid this disturbing effect, a time
window for both the alarm messages and operator actions has been defined (both
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set to 30 seconds) and when the time interval between multiple events of the
same type is less than the defined time window then only the first occurrence
in the database is kept. As can be seen in the second column of Figure 7, this
significantly reduces the number of events in the analysed database, however,
according to the results of further applied techniques the events became much
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more interpretable.
Finally, extremely short alarm messages (shorter than 10 seconds) that provide the operators with insufficient time to respond and long-standing alarms
(longer than 1 hour) that are too long to informatively indicate the presence of
a malfunction are also cleared from the database.
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All of the above-mentioned clearing and merging processes aim to achieve
an easily interpretable event-log database, which potentially holds the causal
connection between the alarm-alarm, alarm-action, action-action and actionalarm event pairs, and is, therefore, suitable for the description of the cognitive
model of the operators.
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The distribution of the resultant alarm messages and operator actions is
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Figure 7: The ratio of alarm messages and operator actions after each clearing or merging
step. The numbers are normalized by the original number of events in the database.

presented in descending order in Figure 8. The vertical axis shows the number
of events as a percentage of the sum of events in the analysed dataset. The
figure only presents the top 50 types of alarm messages and operator actions.
The long-tailed distribution shows the complexity of the event prediction task
515

since a considerable number of alarm messages and operator actions are present
with very few occurrences in the database.
The application of either frequent sequence mining algorithms or sequenceto-sequence learning applications requires the definition of event sequences. The
process of defining event sequences is described thoroughly in Section 4.1. The
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critical parameters, that we need to choose carefully are the operator action
series window dwo , and the sequence window before (dwab ) and after (dwaa )
the operator action traces.
The operator action series window, which defines the operator actions that
were probably conducted due to the same intuition of the operator and, there-
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Figure 8: The long-tailed distribution of the alarm messages (top) and operator actions (bottom) as a percentage of the sum of events in the analysed dataset.
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fore, provides the basis for the definition of the sequences can be defined based
on the reaction time for chemical process operators. Therefore, the approximate length of the operator action series window was set based on the work
of Buddaraju [32], who suggested a 20-second-long reaction time for chemical
process operators for responding to certain situations. The sequence window
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before and after the operator action traces can be defined based on the expert
knowledge of the approximate time constant of the process (therefore, how fast
it reacts for certain changes). Based on this, both the sequence window before
and after the operator action traces were set to approximately 30 minutes. In
order to show how sensitive the number of sequences for these time window
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parameters a sensitivity analysis was conducted. Assuming a dwab = 30 mins
and dwaa = 30 mins and changing dwo to be equal to 20, 30 and 40 seconds,
the number of generated sequences was 20330, 18501 and 16782, respectively.
Setting the dwo to constant 30 seconds and changing the dwaa and dwab parameters equally to 25, 30 and 35 minutes, the number of generated sequences
25
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was 18063, 18501 and 18792, respectively. Applying the above described expert knowledge and in view of the results of the sensitivity analysis, the further
part of the analysis was conducted with a 30-second-long operator action series
window (dwo = 30 secs) and the time windows before and after the defined
series of operator actions were both set to 30 minutes (dwab = 30 mins and
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dwaa = 30 mins). The maximum number of alarm messages and operator actions in a sequence were both set to 10 therefore, the maximum length of a
sequence was set to 20. Figure 9 shows the distribution of the number of alarm
messages and operator actions in the top and bottom parts of the figure, respectively. The higher density of short alarm and operator action sequences is
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clearly visible in the Figure. Therefore, the figure indicates that usually shorter
alarm sequences are formed during the operations and even shorter operator
action sequences are applied to prevent such malfunctions.

Figure 9: The distribution of the number of alarm messages (top) and operator actions (bottom) in the event sequences.
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6.2. Frequent sequences of alarm messages and operator actions
The defined sequences can be conveniently analysed by frequent sequence
555

mining-based applications. First of all, which alarm messages lead to operator
interventions, what operator interventions are frequently applied and how determined these operational pathways are were investigated. By analysing these
questions, our aim was to investigate the possibility of forming a recommendation system or automation solutions to facilitate the work of the operators in
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situations that frequently occur.
Figure 10 shows the two-event-long sequences that start with an alarm message and end with an operator action. The colours show the support (therefore,
the frequency of occurrence) of these event pairs as a percentage. As can be
seen, very few sequences are present that show the strong causal relationship
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between alarm messages and operator actions, even though the minimal support
was set at only 0.6 %. It is important to highlight that by analysing the longer
sequences that start with alarm messages and end with operator actions only
five more sequences were identified:
• 1080400873 ⇒ 1080400876 ⇒ 80150219
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• 1094910010 ⇒ 1050820493 ⇒ 80150219
• 1094910010 ⇒ 1050820493 ⇒ 54870114
• 1094910010 ⇒ 1050820493 ⇒ 54870059
• 1094910010 ⇒ 1050820493 ⇒ 140080393
Figure 10 highlights how the causal relationship between alarm messages
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and operator actions can be determined and visualised. As is presented, most
of these frequent sequences are short and their confidence value is rather small
as well (all of them below 5 %!).
6.3. Prediction of operational pathways using frequent alarm sequences
This method of prediction using frequently occurring operational sequences
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was conducted as described in Section 5.1 and Figure 11 is constructed analo27
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Figure 10: The heatmap of the two-event-long sequences that start with an alarm message
and end with an operator action. The colours show the support of the sequences.

gously to Figure 3. Therefore, every prediction can be interpreted as visiting
the related nodes of the network of frequent sequences. Each node represents
a frequent sequence mined using the CM-SPAM algorithm [28] with a minimal
support of 0.6 %, a frequent pattern length of between 1 and 100, and a gap of
585

10 (the specification of gaps between consecutive items in sequential patterns is
permitted. If it is set as 1, then no gap is allowed and each consecutive item
of a frequent sequence must appear consecutively in the original sequence as
well. If a gap of N is permitted, then N − 1 items are allowed between two
consecutive items of a frequent sequence). Full flexibility in the generation of
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frequent sequences is permitted by a gap of 10 which is necessary since multiple
operators can function simultaneously on the same or different problems and
multiple alarms can occur in different parts of the technology. The directed
edges show the possible directions of the continuation of a sequence, while the
colours denote the type of the last event in the sequence: the green and red
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colours stand for the operator actions of the unit with tags 8 and 5, respectively, while the black nodes represent the alarm messages at the end of the
sequence.
Two smaller parts of the network are enlarged in the figure in order to provide
a more insightful vision of the process. The sequence 66 indicates a single
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alarm in the raw material system of the delayed coker unit. This alarm can be
followed by an alarm message in the coke tanks, the heating gas line, the product
system or in the furnace, according to the sequences 321-324, respectively. These
28

sequences all contain one additional alarm that sounded in the mentioned parts
of the process. On the other hand, the sequence 127 indicates an alarm in the
605

blowdown system and it is usually handled by two types of operator actions both
performed right there in the blowdown system (indicated by sequences 685 and
686). Moreover, the operators are provided by the confidence values of these
future alarm messages. However, these probability values are not published due
to confidentiality.

Figure 11: The network of frequent sequences. Each node represents a frequent sequence and
each directed edge shows a possible continuation for a given sequence. The colour of the node
shows the type of the last event of the sequence: the green and red nodes indicate that the
last event was an operator action in the units with tag 8 and 5, respectively, while the black
nodes indicate that the last event of the sequence was an alarm message.
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It is important to highlight that even though the 0.6 % minimal support
can seem to be small, the minimal support implies not the accuracy of the
searching of sequences, but the complexity of the sequence mining and the alarm
management problem. Moreover, approximately 18500 sequences are present

29

in the mined dataset, therefore, the 0.6 % minimal support means that the
615

found frequent sequences are present for more than 111 instances in the original
dataset. As this is a real and complex industrial problem and we have so many
sequences in the dataset, the minimal support can be as low as this, moreover,
in such complex problem, this can indicate a significant operational pattern.
6.4. Prediction of operational sequences using sequence-to-sequence deep learn-
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ing models
Even though Figure 10 shows that a weak consequential follow-up connection
exists between alarm messages and operator actions, the performance of the
proposed sequence-to-sequence deep learning model was investigated. Three
different datasets were defined and after training on the related dataset, the
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performance of the deep learning model was evaluated. In the first dataset, the
alarms at the beginning and operator actions at the end of each operational
sequence, referred to as the ”original” dataset, were simply separated. In this
case, situations when the model has to predict the operator actions based on very
few (often just 1) antecedent alarm messages exist. To avoid this situation and
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ensure the model performs more accurate predictions, sequences which contain
at least three alarm messages at the beginning were filtered out, therefore, only
the fourth event (operator action) has to be predicted first. This dataset is
indicated by the tag ”AO4”. However, based on the results of the frequent
sequence mining-based analysis, longer sequences are only formed in the case
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of operator actions. Therefore, in the third dataset, it is our aim to predict
operator actions from operator actions and sequences containing only operator
actions that are at least four actions long were separated: an attempt was made
to predict the end of the sequence based on the first four actions. This dataset
is indicated by the tag ”OO5”.
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Therefore, first, the three datasets were compared to see how well the deep
learning model performs on them. During the analysis, a 7-fold cross-validation
was applied with 20 % of the dataset as the test sample, while the embedding
dimension was set at 40 with 32 LSTM units in both the encoder and decoder
30

layers. The number of epochs was set at 500, with a batch size of 64 using the
645

RMSProp optimizer by Keras. The performance was evaluated in terms of the
percentage of predictions with at least one well-predicted event (P1 ), the edit
distance (PED ) as well as the set-based similarity (P% ) of the true and predicted
sequences. In the case of the edit distance, the goal was to minimize it, while
the other two performance measures were to be maximized. The performance of
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the trained models in terms of the different datasets is presented in Figure 12.
As can be seen, no significant difference exists between the performance of the
training and test datasets, therefore, the model does not seem to be overtrained.
The best performance achieved is on the learning of future operator actions from
past ones (dataset ”OO5”).
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Figure 12: The performance of the trained models in the case of the three different training
sets. In the case of the edit distance (PED ) the goal was to minimize it, while the other two
performance measures were to be maximized (the predictions with at least one well-predicted
event (P1 ) and the set-based similarity of the predicted and true sequences (P% )).
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Using the dataset ”OO5”, the best model parameters were determined by
sensitivity analysis. The size of the embedding dimension yields the size of the
vector-based representation of the different events. As can be seen in Figure 13,
the best performance was achieved using an embedding dimension of 60.
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Figure 13: The performance of the model with different embedding dimensions. The performance seems to increase by increasing embedding dimensions.

With the embedding dimension set at 60, the sensitivity of the model to
660

the number of applied LSTM units in both the encoder and decoder layers was
examined. As can be seen in Figure 14, the performance does not increase with
more than 32 LSTM units.
Finally, the length of the training was examined by analysing of the applied
epochs (basically iterations during the training). Figure 15 shows a saturation
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in the performance by increasing the number of epochs. The final model is
trained using 500 epochs.
With the applied parameters it is possible to predict the end of the operator
action sequences based on the first few actions. The model is accurate as in
more than 80 % of the sequences at least one well-predicted event is present
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and on average the set-based similarity of the predicted and actual sequences is
in excess of 80 % as well. The edit distance between these sequences is less than
20 %. The highest prediction accuracy using the dataset ”OO5” highlights that
the operators can handle the alarm messages with different operator actions,
however, once an operator action sequence is started, it is quite consistent and
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Figure 14: The performance of the model with different numbers of LSTM units. The optimum
performance of the model occurs with 32 LSTM units.
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predictable what interventions will be implemented. The length of the embedding layer describes how the information is input into the model: the higher
the embedding dimension, the more parameters that code the related event.
Therefore, a higher embedding dimension can usually enhance prediction accuracy. Finally, the LSTM units will mathematically formulate the long-term

680

dependencies between the sequence elements. Similarly to the embedding dimension, if more LSTM units are present, the prediction accuracy is enhanced.
However, one must be careful not to overtrain a model: with the numerous parameters of the LSTM units, this must be carefully checked with the validation
of the model. The prediction accuracy of the sequence-to-sequence deep learn-
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ing model is consistent with the number of the frequent sequences identified in
addition to their calculated confidence level. However, the frequent sequence
mining-based prediction can only utilise situations that previously occurred in
the production, while the deep learning-based approach can make predictions
using arbitrary operational sequences without the analysed sequence having oc-
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curred previously during the production. It is important to highlight that this
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Figure 15: The performance of the model with different applied epochs during the training.
The performance of the model does not significantly improve when more than 500 epochs are
applied.

deep learning-based approach is a black box model, therefore, its exact decisions are hardly interpretable, but it is highly effective in the construction of
hidden internal structures. Its working method is also different from the frequent sequence mining-based approach, where similar sequences are searched for
695

prediction in a lookup table-based representation. Here, an internal knowledge
of the process is obtained, therefore, a potential advantage of the method can
be its ability for extrapolation, however, this was not investigated in the present
article. Even though, the method performed well on sequences that were not
frequent, which can also prove this theory.
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7. Conclusions
The ever-increasing level of integration of chemical production systems over
recent decades has resulted in control operators becoming overloaded. A safe
and economically optimal operation requires the fast and accurate identification
of the root cause of operational problems and the determination of optimal op-
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erator interventions based on the alarms and warning signals that occur. The
present paper provides just such a computational methodology based on the
analysis of industrial alarm and event-log databases. How the cleaning of such
databases should be conducted and the events organized to form informative
operational sequences was discussed. Based on the results of frequent sequence
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mining, the rather inconsistent follow-up of alarm messages and operator actions is presented: with a minimal support of only 0.6 % only a few frequent
connections were identified between them and their confidence level was low
as well. A novel methodology and an associated network-based visualisation
technique were proposed for how the alarm messages that occur represent the
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states of the technology and can be applied to predict future events. Finally,
as LSTM-based recurrent neural networks were explicitly designed to capture
the long-term dependency of sequences, a sequence-to-sequence deep learning
model was proposed. Realising that the evaluation of the performance of these
sequence-to-sequence models requires goal-oriented metrics, novel performance
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metrics based on the set-based similarity and edit distance of sequences was
proposed. The connection between alarm messages and operator actions was
shown to be weak using this model as well, however, the prediction of future
operator actions based on antecedent actions seems to be feasible. The prediction accuracy of the deep learning model is in good agreement with the number

725

of frequent sequences identified and their calculated confidence levels. However,
the deep learning-based sequence-to-sequence model is able to make predictions
from arbitrary operational sequences and does not require the sequence to be
frequent. In our future work, a methodology for the prediction of rare operational events is to be developed together with the deep learning-based generation

730

of possible operational sequences with the related probability metrics.
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Appendix
The structure of the LSTM units
Recurrent neural networks (RNNs) are designed to capture time-dependency
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in sequential data [33]. One of the most popular forms of RNNs are the LSTM
(long short-term memory) units [23] which are proposed to overcome the difficulties of handling long-term dependencies [34].
The LSTM layer maps the sequence xk into hk , the vector of the activities.
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Figure 16 shows the structure of an LSTM unit. The key feature of LSTM units
is the cell state (Ckt ) [35] that is able to forward information to the next unit.
Therefore, an LSTM unit is able to interact with its neighbouring cells via gates
either by adding information to or removing it from this memory flow.
The inputs of the LSTM unit are the activation of the previous cell ht−1
k , the
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sequence element xtk and the cell state of the previous unit Ckt−1 . Then first,
the forget gate fkt determines how much information from the previous units
should be kept:
fkt = σ(Wf [hkt−1 , xtk ] + bf )

(8)

where b represents the bias vector of the neurons (and in all of the following
equations as well) and σ the sigmoid function applied.
The state and activity of the current LSTM unit will be updated using the
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sequence element xtk and the preceding cell activation ht−1
by applying the
k
sigmoid function of the input gate. The whole process is illustrated in Figure
16.
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Figure 16: The structure of a single long short-term memory unit. The input sequence element
(xtk ), as well as the activity (hkt−1 ) and cell state (Ckt−1 ) values of the previous long shortterm memory unit are modified by the use of the sigmoid (σ) and hyperbolic tangent (tanh)
functions of the forget (fkt ), input (itk ) and output (otk ) gates. The calculated activity (htk )
and cell state (Ckt ) values are transferred to the next long short-term memory unit, while
the value of the activity is directly output as well. The MUX box in the figure indicates the
t
forming of one signal from the ht−1
and xtk expressions as in [ht−1
k
k , xk ].

itk =

σ(Wi [hkt−1 , xtk ] + bi )

C̃kt =

t
tanh(Wc [ht−1
k , xk ] + bc )

(9)
(10)

The LSTM unit updates its old cellstate Ckt−1 using the forgetgate fkt and
the filtered input gate itk :
Ckt = fkt Ckt−1 + itk C̃kt

(11)

Finally, the activity of the LSTM unit is calculated based on the cellstate
760

and outputgate signals:
t
otk = σ(Wo [ht−1
k , xk ] + bo )

(12)

htk =

(13)

otk tanh(Ckt )
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